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ABSTRACT

Preempting a terrorist attack in large public venues requires advanced surveillance systems that can detect subtle, suspicious behaviors in crowded, noisy environments.  These systems will utilize algorithms that uniquely track each individual and analyze their behavior in real-time.   This paper introduces research on an Automatic Threat Analysis and Recognition System (ATARS) to help protect high traffic public venues against potential terror threats.  ATARS forms tracks on people using pressure sensors embedded in the floor of the facility.  This approach has the advantage of being both ubiquitous and stealthy.  Using simulation, we explore the issues, advantages and disadvantage of using of this new type of approach for person tracking.
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1.  Introduction
The bombings of public transportation systems in Europe (Madrid – March 11, 2004 and London – July 7, 2005), have demonstrated the vulnerability of large, public infrastructure to terrorist attack. Guarding against such rare and seemingly unpredictable threats is a unique challenge for law enforcement.  Identifying potential threats in a large, public venue is like trying to find a needle in a haystack—this is because such facilities tend to have the following characteristics:  
· Free and lightly guarded (or unguarded) entrances and exits
· Uncooperative Environment = High traffic + High noise 

· A high ratio of civilians to security personnel

· Gaps in sensor coverage

· An over-reliance on a single type of sensor (nominally video)

· Sensor data from multiple sources not being fused to enhance situational awareness

It is not surprising that these characteristics make such targets very appealing to terrorists.  Safeguarding these facilities likewise presents a challenge for information technology.  Currently, there is a widespread reliance on video cameras as a surveillance mechanism.  While this approach is inexpensive, it has numerous drawbacks, including the large number of video feeds required, gaps in coverage, the difficulty of automating video surveillance, and the large number of security personnel needed for monitoring.  In addition, while video cameras have proved instrumental in identifying perpetrators after an attack has taken place, they have rarely helped prevent attacks.  Preempting a terrorist attack in these locations requires a new generation of surveillance systems that can detect subtle, suspicious behaviors in crowded, noisy environments.  To be effective, these systems will need the capability to uniquely track each individual and analyze their behavior in real-time.  
2.  Related Work

Keeping track of people with relatively unrestricted movement is a challenging problem with many potential solutions.  One approach involves the use of common devices to track an individual.  For example, cell phones that are turned on produce a Radio Frequency (RF) signal that can be used to track an individual through tower triangulation or, more recently, use of the Global Positioning System (GPS) [1, 6].  

A similar approach has been developed using smart badges, which emit RF signals, as tracking devices [5].  The principal advantage of these methods is that they produce reliable, unambiguous signatures that allow an individual’s approximate location to be accurately determined.  The problem is that they require the cooperation of the person being tracked.  A potential terrorist who wants to conceal his movements can easily turn off his cell phone to evade such systems.  Likewise, he could replace any badge he was forced to wear with an untrackable forgery.  It is also not clear that these systems have sufficient precision to form tracks suitable for behavior analysis.  For example, the SmartMoveX Badge system has a mean error of 4.57 meters [5].  This provides a fair amount of uncertainty on where an individual is at any given time.  This uncertainty may make it difficult to identify subtle changes in motion (such as pacing). 


Cell phone tracking likely provides an even rougher estimate of location for tracking purposes.  For example, autonomous civilian GPS horizontal position fixes are typically accurate to about 10-20 meters [11].  In addition, the use of GPS for indoor or below ground tracking is not currently feasible—a fatal restriction for this application.


There is also considerable research into using real-time video for people tracking. There are numerous single-camera detection and tracking algorithms, all of which face the same difficulties of tracking 3D objects using only 2D information. These algorithms are challenged by occluding and partially-occluding objects, as well as appearance changes.  These problems can be overcome to some degree by tracking with multiple (stereo) cameras [3, 7, 8].  While this approach is promising, related experiments have been limited to small groups of people (10 or less).  It remains to be seen if this approach can be scaled up to handle thousands of people in a noisy environment.  In addition, face detection algorithms are capable of recognizing specific individuals (from the right orientation) or classifying their expressions [13], but these require knowledge of the subjects beforehand.  Even if that training is provided for a subject of interest, these methods (by themselves) are poorly suited for detecting subtle nuances in an individual’s behavior

What is needed is a more robust approach based on a different type of sensor.  Our approach was inspired by the Joint Surveillance Target Attack Radar System (JSTARS), which detects, tracks, and classifies moving ground vehicles from the air.   With JSTARS tracks, it is possible to construct automated decision aids which can identify vehicles that fit a specific behavior profile.  One example of this is the Theater Ballistic Missile Reasoner [12], which identifies SCUD launchers in an environment crowded with moving targets on the ground.  Given the proven utility of the JSTARS in tracking vehicles, the question becomes:  is there a way to replicate a similar tracking capability for individuals?

3.  Approach


In order to improve on the current practice, we explore the potential of weight sensors embedded in the floor for people tracking and threat recognition.  This approach offers many potential advantages to video surveillance including: more pervasive and stealthy coverage, easier automation, and less overhead in terms of required security personnel.  Further, it could easily be used in conjunction with video surveillance methods, helping to optimize the use of those resources.  It should be noted that this approach is not totally novel.   Orr and Abowd [9] constructed a Smart Floor testbed to classify individuals based on sensor readings of their footsteps.  The key difference is that the Smart Floor approach required footstep profiles to be built on the individuals beforehand.  In contrast, we are not necessarily interested in determining the identity of a specific individual.  Rather, this research focuses on the consistent tracking of an individual whose identity and characteristics are not known apriori.
Due to the prohibitive expense of constructing a physical testbed, we have sought to prove out the feasibility of the ATARS concept using simulation.  Accordingly, the research for this project has been broken up into the following sub-areas:  scenario construction, sensor data generation, tracker development, testing, and behavior injection into scenarios.  This paper will cover all but the last item.  

3.1
Scenario Construction 

One of the key challenges in proving the feasibility of this concept is simulating the high level of human traffic found in a large public venue.  Modeling human behavior in a realistic manner is an extremely complex problem, which is a separate research area by itself.  Luckily, we simulated this using a combination of two commercial software packages:  3DS Max® and Artificial Intelligence (AI) Implant®.   With 3DS Max, we created layouts of the facilities that we wanted to model.  Once created, we imported these models into AI Implant and populated them with simulated characters.   AI Implant allowed us to add additional realism by programming specific behaviors for either individuals or crowds.  These behaviors are defined at the macro level; lower level behaviors, such as collision avoidance, are handled by AI Implant. 


For this research, we experimented with a large number of scenarios.  For this paper, we focus on the three described in Table 1.  Two of these were relatively simplistic:  the first has 30 characters and the other has 100 characters.  These scenarios were non-stressing in that the characters were not crowded together.  However, for our third scenario, we modeled an airport terminal with 122 characters, including potential terrorists (casing the terminal), security guards, and waiting passengers.  Figure 1 shows the AI Implant display for that scenario.  

	Table 1 – Scenario Characteristics

	Scenario
	Total Characters
	STDEV
(LBS)
	Frames
	Total Features

	Mall-A
	30
	5
	1000
	3

	Mall-B
	100
	5
	5000
	3

	Airport
	122
	3
	4000
	5


3.2 
Sensor Data Generation

Once a scenario has been built, it is executed in AI-Implant for a finite period of time.  Nominally, each AI Implant frame represents a time interval of one second.  A short program was written to record the position data for each character to a file on a frame-by-frame basis. After the position data has been recorded, a post-processing program (written in Matlab® script) generated the simulated sensor data for each scenario.  This program first creates an identity profile for each character, including a randomly assigned sex and weight (note that a character’s sex and mean weight are related).  The next step is to generate the sensor readings associated with each character.  A normal distribution is set up for each character, based on its profile, and sampled for each frame.  This process generates the character’s weight data as it would be reported by a weight sensor.  A standard deviation is assumed for the distribution as a way of injecting expected error for sensor measurements.


The preprocessing program also generates data for a sparse sensor configuration.  The motivation is to evaluate the performance of an affordable system.  Consider that fielding an “ideal” configuration of one load cell for every 8 inch square tile would require 5625 load cells for an unobstructed 50 square foot area.  Assuming a load cell of $250 per unit cost, covering an area that size would require almost $1.5M for the sensors alone.  This means that full sensor coverage with current load cell technology is cost prohibitive for all but the smallest facilities.  Thus, the viability of tracking with sparse sensor coverage needs to be explored.  With sparse configurations, there is no guarantee that a particular character will be over a sensor at any given time.  As a result, there will be gaps in sensor data for nearly all characters.  While this complicates the tracking process considerably, it is more realistic than assuming full sensor coverage at all times.

[image: image1.png]Time:





Figure 1 – Airport Scenario running in AI-Implant

3.3  
Tracker Development Issues

In order to track an individual, ATARS forms a hypothesis about the position, direction, and velocity of a given individual based on the sensor readings for that person.  To make reliable inferences about an individual’s behavior, one must be able to accurately track their movements for an extended period of time.  In this case, accuracy refers to the ability to consistently correlate the sensor reading generated by a given person to the track corresponding to that individual.    A track is initiated on an individual when sensor data is received which cannot be correlated to another track.  Initiation of new tracks is expected to occur at the entrances to the facility; likewise, track termination is likely to occur at the exits.  No matter how good the tracker, it is possible that the system may lose track of a given individual.  This may occur as a result of erratic behavior on the individual’s part, a gap in sensor coverage, or a high level of ambiguous sensor data due to a large concentration of persons in one area.  This makes it necessary to identify and purge lost tracks, while also initiating new tracks on the fly.


We anticipate that only sparse sensor configurations may be affordable.  As a result, tracks must be coasted when sensor data is absent for a given individual.  Coasting means that the track is propagated along the last known vector until a new sensor reading can be associated with it.  The longer a track is coasted, the less likely it is to be viable.  After a number of iterations with no hits, a coasted track should be dropped.  Because the uncertainty level grows with each missed hit, this also increases the likelihood that sensor readings will be associated with the wrong track.  

3.4  
Tracker Design 

To validate the ATARS concept, we developed two tracker variants (designated as A and B).    Tracker-A makes use of the distance and weight features.  Tracker-B adds an additional feature, the length of the Ground Resistance Force (GRF) profile, and has logic to handle sparse sensor configurations.  Table 2 shows the tracking variables maintained by each of our trackers.
	Table 2 – Tracker Variables

	Variable Description
	Tracker

	
	A
	B

	Last Position (X,Y)
	X
	X

	Weight (Mean)
	X
	X

	Weight (STDEV)
	X
	X

	GRF Profile Length (Mean)
	
	X

	GRF Profile Length (STDEV)
	
	X

	Distance between Readings (Mean)
	X
	X

	Distance between Readings (STDEV)
	X
	X

	Track Accuracy (per frame)
	X
	X

	Max Number of Ambiguous Readings (per frame)
	X
	X

	Mean Track Length (in frames)
	
	X



The Nearest Neighbor (NN) algorithm is the primary tracking method used for each tracker.   As Figure 2 illustrates, the NN algorithm attempts to match each sensor reading with an existing track by minimizing a Composite Distance Metric (CDM).  The CDM is not just physical distance, but combines all the features in use.  Our feature set consists of three normalized components:  distance, weight, and LGRF; each of these is computed using the equations given below. 
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Once all the components have been computed, the CDM is computed as given below.  Note that the weight of each CDM component is equal.

[image: image3.wmf]3

Norm

Norm

Norm

LGRF

Weight

Dist

CDM

+

+

=



[image: image4.wmf]

Prior to computing the CDM, however, criteria such as distance and weight are used to eliminate sensor readings that are an unlikely match with a given track.  All likely candidate readings are scored against each track.  These scores are then sorted and the readings are then assigned to tracks in order (from best to worst fit).    There must be a unique assignment of sensor readings to a given track.  If a given reading cannot be assigned to its best fitting track, then the next one is selected in turn—until it is assigned or there are no remaining candidate tracks.  Tracker-A assumes a sensor reading exists for every track; this is not the case for Tracker-B, however.
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Figure 2 - Nearest Neighbor Tracking Algorithm

4.  Tracker Test Results


The results for Tracker-A are shown for each scenario in Figures 3, 4, and 5 respectively.  While performance is quite good on the less stressing scenarios, it suffers considerably on the Airport scenario.  For the Airport scenario, tracker accuracy holds relatively steady until about frame 2000 (halfway).  At that point, the tracker is overwhelmed by the increasing number of ambiguities (due to the denser character concentration).  Note that tracker accuracy is computed based on the initial track assignment.  If, due to an ambiguous reading, a character is put in the wrong track, that track is deemed inaccurate for all subsequent frames—even if it continues to accurately track that character for the remainder of the scenario.   For Tracker-B, we used a sparse sensor configuration consisting of 50% sensor coverage in a checkerboard pattern.  Two new graphs are introduced to illustrate the degree of tracker volatility for the sparse configuration. The first shows the number of tracks that are being initialized each frame.  Recall that tracks are eliminated after being coasted for five (5) frames without an update.  The second shows the mean lifetime (in frames) of all active tracks.  


As part of this experiment, we present two sets of results.  The first set of (in Figure 6) show the tracker performance with no reset—that is, the identity of the character associated with the track is not changed when a misclassification occurs.  The second set (Figure 7) shows the tracker performance when a reset does occur—that is, when the tracker guesses wrong, we change its default identity to the current character.  This is done to give the tracker some credit for continuing to track an object, even if it makes a mistake.  


As Figure 6 shows, Tracker-B starts out poorly, with respect to the previous trackers.  However, it finally succeeds in attaining the accuracy of the other trackers at about frame 1500.  This coincides with a period of low ambiguity.  This poor start is not unexpected as it takes longer to get a good track in a sparse configuration.  While the mean accuracy is roughly competitive with the full-coverage trackers, the erratic nature of the accuracy curve should be noted as well.  Compared to Tracker A, Tracker-B experiences a much larger variation in accuracy from frame to frame.  Later in the scenario, the high ambiguity causes the accuracy to decrease.  This is also the case with Tracker-A.  However, unlike its predecessor, Tracker-B can initiate new tracks when the existing ones become non-responsive.  Note that as the rate of track initiation grows (after frame 1500), the accuracy continues to decrease unabated.  From this, we conclude that the new tracks cannot stabilize in a highly ambiguous environment.  

The track life graph shows that the mean track life continues to increase, however.  A histogram of individual track length is shown in Figure 7A.  This reveals that only 10 out of 122 tracks lasted the length of the scenario.  The vast majority (~ 75) of tracks at the end of the scenario had length of 200 frames or less.    Finally, Figure 7B shows us that measuring the accuracy of tracks after they switch their original identity buys a marginal increase in accuracy of, perhaps, 10%.  That being said, the overall trend mirrors that of the Tracker-B with no reset.  Despite this, these results are only marginally worse than Tracker-A on the same scenario.  This indicates that tracking algorithms can be developed to make sparse sensor configuration competitive with full coverage ones.
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Figure 3 – Results of Mall-30 Scenario for Tracker-A
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Figure 4 – Results of Mall-100 Scenario for Tracker-A
[image: image8.jpg]09,

08|

LH

07|

07

Accuracy (%)

05

045/

Tracker Accuracy B Degree of Scenario Ambiguty
g 12|
£, A
I P —
5 olm e e———rec
i e —
2ol o—
IS —
I - -
3 Camm - 00
fJF R —
—
)

50

1000

800 2000 2500 3000 30 4000
Frame Number

0 50 1000 1500 2000 2600 3000 300 4000

Frame Number





Figure 5 – Results of Airport Scenario for Tracker-A
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Figure 6 - Tracker-B Results with No Reset
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Figure 7A/B - Tracker Accuracy (Left), Tracker-B Results with Reset (Right)

5.  Summary

This paper introduces the ATARS concepts and summarizes the work done thus far to validate the approach using simulation.  Simulation was utilized due to the high cost of constructing a physical testbed.  As a consequence, a large amount of effort went into scenario construction and generation of simulated data.  We created a number of simple scenarios and eventually worked our way up to the stressing Airport scenario.  We characterize the difficulty of the scenario by the number and density of the characters within it.

While our trackers performed well for the simpler scenarios, the behavior on the Airport scenario was well below expectations.  Ideally, we would like to achieve a track accuracy consistently above 90%.  This would have improved the credibility of any behavior inference models based on tracker performance.  Thus far our focus has been on developing reliable trackers; as such, we have not yet developed inference models based on the tracker output.  Eventually we plan to leverage algorithms developed for inferring behavior for vehicles from low level sensors [10].   We believe that the accuracy of our trackers can be improved by expanding the feature set. We initially identified GRF profile length as being the most promising feature, however, combinations of other features may turn out to be superior.  


Ultimately, ATARS must be proven on a physical testbed.  Having a physical tested populated by real people walking in a natural setting is the best way to test our assumptions and algorithms.  Unfortunately, the expense of building such a testbed makes this unlikely in short term.  Even so, emerging technologies, such as Smart Carpets laden with embedded sensors [2], may make a testbed more affordable in the near future.
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